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Figure 1: Pipeline of our approach: Cont. input (left), temporal GMM hierarchies (center), progressive LODs (right).
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1 INTRODUCTION
Point clouds play an important role in robotics, autonomous driv-
ing, and telepresence applications [Yu et al. 2021] with typical tasks
such as SLAM and scene/avatar reconstruction. However, noisy
sensor data, huge data loads, and inhomogeneous densities make
efficient processing and accurate representation challenging, es-
pecially for real-time and streaming-based applications. Spatial
data structures can speed up the processing and reduce the size,
i.e., octrees are commonly used for compression. Voxelization and
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occupancy-based methods are popular for point cloud representa-
tion but tend to suffer from discretization artifacts and highmemory
consumption. Generative probabilistic models avoid these issues by
providing a continuous parametric representation of the data. These
models can model complex distributions while efficiently handling
uncertainty in the data. Gaussian Mixture Models (GMMs) have
been shown to allow for compact representations as well as high
reconstruction fidelity and have been used for tasks such as regis-
tration, compression, and incremental mapping [Goel and Tabib
2023]. To reduce the high computational cost and allow for levels
of detail (LODs), hierarchical forms and parallel computation can
be employed [Eckart et al. 2016].

We propose a novel GMM-based approach, specifically designed
for point cloud streaming. Our model consists of a hierarchy of
GMMs and a top-down level-wise construction methodology, which
enables a compact footprint as well as dynamic and progressive
transmission and rendering of LODs. A key feature is that we
achieve real-time speed with high-fidelity reconstructions by ex-
ploiting temporal coherence between consecutive input and a highly
parallelized and optimized CUDA implementation. Our work can
be easily extended to consider color and use Gaussian splatting.

2 OUR APPROACH
In our approach, we use a hierarchy of GMMs to represent the point
cloud as a number of overlapping probabilistic mixtures, specifically,
3D anisotropic Gaussians. If the color should be encoded, too, the
Gaussians’ dimensionality increases, i.e., 4D when encoding the
hue value. Starting from the top, each successive level subdivides
the parent Gaussian mixtures into sets of smaller ones, further
partitioning the data, thus, increasing the overall fidelity. See Fig. 1
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for on overview. We employ an octree and, to reduce the eventual
size, dynamically stop the subdivision of a GMM when it contains
too few points. We compute the hierarchical GMM by employing
and solving the Expectation Maximization (EM) algorithm for each
GMM in the hierarchy, resulting in a overall complexity of O(N
logM) with N points andM mixtures. By propagating the mixing
weights down the hierarchy, we ensure a valid global GMM. We
allow the mixtures to overlap each other and, when subdividing,
allow points to be part of multiple mixtures by weighting their
contribution to the parent mixtures and eventual normalization.
This should only occur rarely on the borders and thus not degrade
the efficiency.

The work closest to ours is [Eckart et al. 2016], which also con-
structs a GMM hierarchy for point cloud processing. In contrast
to them, we construct the hierarchy level by level rather than re-
cursively, which enables us to progressively stream and render the
computed LOD while the next finer one is being computed, see
Fig. 1 (right). The GMM hierarchy also allows us to do bandwidth-
and computing power-adaptive transmission and visualization. In
the case of sequential point cloud data, e.g., live-captured sensor
data, consecutive point clouds will often be highly similar. There-
fore, we propose to exploit the temporal coherency to maximize
efficiency and performance. Specifically, we utilize the level-wise
model construction and compare the computed first level with
the corresponding one from the previous input. Depending on the
calculated similarity, we skip the computation of a proportional
number of levels and reuse the respective ones from the previous
input, see Fig. 1 (center). Subsequently, only the most detailed levels
are computed by reusing the parent partitioning of the previous
input and recomputing the Gaussians with the current points. This
works only with structured point clouds, though. For unstructured
point clouds, an alternative would be to transform the detail-level
mixtures based on the differences in the upper levels. As a similarity
metric between GMMs, we employ the variational approximation
of the Kullback Leibler divergence by [Hershey and Olsen 2007],
as it is more efficient than Monte Carlo sampling and still suffi-
ciently accurate. Additionally, we initialize the top-level GMM with
the parameters from the previous input for faster convergence. To
reconstruct the point cloud (after transmission), we sample the en-
coded distribution using ancestral sampling. To achieve even better
visualization, the Gaussian splatting rendering technique can easily
be applied, thanks to the 3D GMM representation.

To achieve real-time performance, we parallelized our method
using the GPU. In particular, we take advantage of dynamic par-
allelism and compute each GMM itself in parallel as well as all
GMMs at the same level. To do this, we implemented a custom
synchronization mechanism. Our implementation is highly opti-
mized, i.e. by using sum reductions and maximizing shared memory
usage. Our source code will be available soon at https://cgvr.cs.uni-
bremen.de/research/pointclouds.

3 RESULTS
To evaluate our method in terms of speed, accuracy, and compact-
ness, we measured the construction time as well as the PSNR and
size required to represent the model. All tests were performed on a
RTX4090 GPU using a sequential test scene, the common Stanford

Figure 2: Results: Our approach, which exploits temporal co-
herency, significantly accelerates constructionwithout com-
promising accuracy.

Bunny (continuously being transformed) with 36 k points. Fig. 2
shows that our method is fast and accurate. Also, with our temporal
approach, we save a lot of time at higher levels, without a notice-
able loss in accuracy. Naturally, the balance between speed and
accuracy can be tuned by adjusting the divergence thresholds, e.g.
for an even faster computation. By exploiting temporal coherence,
we achieve compression factors of 4 for level 4 and 26.7 for level 3,
which are higher than the factors reported by [Eckart et al. 2016].

4 CONCLUSIONS AND FUTUREWORK
We presented a novel approach for compact point cloud represen-
tation and real-time streaming using a temporal hierarchical GMM-
based generative model. Our level-based construction scheme al-
lows us to dynamically adjust the maximum LOD and progres-
sively transmit and render more detailed levels. We minimize the
construction cost by exploiting the temporal coherence between
consecutive frames. Combined with our highly parallelized and op-
timized CUDA implementation, we achieve real-time speeds with
high-fidelity reconstructions. Our results show that we achieve
significantly higher compression factors than previous work with
similar accuracy, and that the temporal approach saves 20-36 % con-
struction time in our test scene. In the future, we plan on integrating
Gaussian splatting and generalizing our approach to unstructured
point clouds.
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